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Outline

• Gaussian Mixture Model and EM algorithm
• Variational Inference
– Variational evidence lower bound
– Mean-field variational inference

• Local variational inference
– Convex conjugate
– Logistic regression 
– Variational EM

• Variational message passing
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Outline

• Gaussian Mixture Model and EM algorithm
• Global variational Inference
– Mean-field variational inference

• Local variational inference
– Logistic regression 

• Variational message passing
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Gaussian mixture model (GMM)

• A probabilistic version of the k-means clustering 
algorithm

• Given a set of data points and a cluster number K, 
how do you group the data points into K clusters?

• Clustering is a fundamental data mining and pattern 
recognition task
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K-means application
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9.1. K-means Clustering 429

K = 2 K = 3 K = 10 Original image

Figure 9.3 Two examples of the application of the K-means clustering algorithm to image segmentation show-
ing the initial images together with their K-means segmentations obtained using various values of K. This
also illustrates of the use of vector quantization for data compression, in which smaller values of K give higher
compression at the expense of poorer image quality.

and remains the subject of active research and is introduced here simply to illustrate
the behaviour of the K-means algorithm.

We can also use the result of a clustering algorithm to perform data compres-
sion. It is important to distinguish between lossless data compression, in which
the goal is to be able to reconstruct the original data exactly from the compressed
representation, and lossy data compression, in which we accept some errors in the
reconstruction in return for higher levels of compression than can be achieved in the
lossless case. We can apply the K-means algorithm to the problem of lossy data
compression as follows. For each of the N data points, we store only the identity
k of the cluster to which it is assigned. We also store the values of the K clus-
ter centres µk, which typically requires significantly less data, provided we choose
K ≪ N . Each data point is then approximated by its nearest centre µk. New data
points can similarly be compressed by first finding the nearest µk and then storing
the label k instead of the original data vector. This framework is often called vector
quantization, and the vectors µk are called code-book vectors.



How do we use probabilistic modeling to 
represent the clustering procedure?

• Given                              and cluster number K
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• For each data point n
– Sample the cluster membership      : K x 1 one-hot vector, 

znk=1 means         belongs to cluster k  

– Given      , sample        from the cluster-specific Gaussian
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Graphical model representation
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9.2. Mixtures of Gaussians 433
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Figure 9.5 Example of 500 points drawn from the mixture of 3 Gaussians shown in Figure 2.23. (a) Samples
from the joint distribution p(z)p(x|z) in which the three states of z, corresponding to the three components of the
mixture, are depicted in red, green, and blue, and (b) the corresponding samples from the marginal distribution
p(x), which is obtained by simply ignoring the values of z and just plotting the x values. The data set in (a) is
said to be complete, whereas that in (b) is incomplete. (c) The same samples in which the colours represent the
value of the responsibilities γ(znk) associated with data point xn, obtained by plotting the corresponding point
using proportions of red, blue, and green ink given by γ(znk) for k = 1 , 2 , 3 , respectively

matrix X in which the nth row is given by xT
n . Similarly, the corresponding latent

variables will be denoted by an N × K matrix Z with rows zT
n . If we assume that

the data points are drawn independently from the distribution, then we can express
the Gaussian mixture model for this i.i.d. data set using the graphical representation
shown in Figure 9.6. From (9.7) the log of the likelihood function is given by

ln p(X|π, µ,Σ) =
N∑

n=1

ln

{
K∑

k=1

πkN (xn|µk,Σk)

}
. (9.14)

Before discussing how to maximize this function, it is worth emphasizing that
there is a significant problem associated with the maximum likelihood framework
applied to Gaussian mixture models, due to the presence of singularities. For sim-
plicity, consider a Gaussian mixture whose components have covariance matrices
given by Σk = σ2

kI, where I is the unit matrix, although the conclusions will hold
for general covariance matrices. Suppose that one of the components of the mixture
model, let us say the jth component, has its mean µj exactly equal to one of the data

Figure 9.6 Graphical representation of a Gaussian mixture model
for a set of N i.i.d. data points {xn}, with corresponding
latent points {zn}, where n = 1 , . . . , N .
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Task: Given and K
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How to learn GMMs?

• Marginalize out z and do MLE 
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Figure 9.5 Example of 500 points drawn from the mixture of 3 Gaussians shown in Figure 2.23. (a) Samples
from the joint distribution p(z)p(x|z) in which the three states of z, corresponding to the three components of the
mixture, are depicted in red, green, and blue, and (b) the corresponding samples from the marginal distribution
p(x), which is obtained by simply ignoring the values of z and just plotting the x values. The data set in (a) is
said to be complete, whereas that in (b) is incomplete. (c) The same samples in which the colours represent the
value of the responsibilities γ(znk) associated with data point xn, obtained by plotting the corresponding point
using proportions of red, blue, and green ink given by γ(znk) for k = 1 , 2 , 3 , respectively

matrix X in which the nth row is given by xT
n . Similarly, the corresponding latent

variables will be denoted by an N × K matrix Z with rows zT
n . If we assume that

the data points are drawn independently from the distribution, then we can express
the Gaussian mixture model for this i.i.d. data set using the graphical representation
shown in Figure 9.6. From (9.7) the log of the likelihood function is given by

ln p(X|π, µ,Σ) =
N∑

n=1

ln

{
K∑

k=1

πkN (xn|µk,Σk)

}
. (9.14)

Before discussing how to maximize this function, it is worth emphasizing that
there is a significant problem associated with the maximum likelihood framework
applied to Gaussian mixture models, due to the presence of singularities. For sim-
plicity, consider a Gaussian mixture whose components have covariance matrices
given by Σk = σ2

kI, where I is the unit matrix, although the conclusions will hold
for general covariance matrices. Suppose that one of the components of the mixture
model, let us say the jth component, has its mean µj exactly equal to one of the data

Figure 9.6 Graphical representation of a Gaussian mixture model
for a set of N i.i.d. data points {xn}, with corresponding
latent points {zn}, where n = 1 , . . . , N .
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Figure 9.4 Graphical representation of a mixture model, in which
the joint distribution is expressed in the form p(x, z) =
p(z)p(x|z).

x

z

where the parameters {πk} must satisfy

0 ! πk ! 1 (9.8)

together with
K∑

k=1

πk = 1 (9.9)

in order to be valid probabilities. Because z uses a 1-of-K representation, we can
also write this distribution in the form

p(z) =
K∏

k=1

πzk
k . (9.10)

Similarly, the conditional distribution of x given a particular value for z is a Gaussian

p(x|zk = 1) = N (x|µk,Σk)

which can also be written in the form

p(x|z) =
K∏

k=1

N (x|µk,Σk)zk . (9.11)

The joint distribution is given by p(z)p(x|z), and the marginal distribution of x is
then obtained by summing the joint distribution over all possible states of z to giveExercise 9.3

p(x) =
∑

z

p(z)p(x|z) =
K∑

k=1

πkN (x|µk,Σk) (9.12)

where we have made use of (9.10) and (9.11). Thus the marginal distribution of x is
a Gaussian mixture of the form (9.7). If we have several observations x1, . . . ,xN ,
then, because we have represented the marginal distribution in the form p(x) =∑

z p(x, z), it follows that for every observed data point xn there is a corresponding
latent variable zn.

We have therefore found an equivalent formulation of the Gaussian mixture in-
volving an explicit latent variable. It might seem that we have not gained much
by doing so. However, we are now able to work with the joint distribution p(x, z)

9.2. Mixtures of Gaussians 431
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by doing so. However, we are now able to work with the joint distribution p(x, z)
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• Given the parameters, we calculate the posterior of
the cluster membership

9

How to learn GMMs?

438 9. MIXTURE MODELS AND EM

Gaussian components are shown as blue and red circles. Plot (b) shows the result
of the initial E step, in which each data point is depicted using a proportion of blue
ink equal to the posterior probability of having been generated from the blue com-
ponent, and a corresponding proportion of red ink given by the posterior probability
of having been generated by the red component. Thus, points that have a significant
probability for belonging to either cluster appear purple. The situation after the first
M step is shown in plot (c), in which the mean of the blue Gaussian has moved to
the mean of the data set, weighted by the probabilities of each data point belonging
to the blue cluster, in other words it has moved to the centre of mass of the blue ink.
Similarly, the covariance of the blue Gaussian is set equal to the covariance of the
blue ink. Analogous results hold for the red component. Plots (d), (e), and (f) show
the results after 2, 5, and 20 complete cycles of EM, respectively. In plot (f) the
algorithm is close to convergence.

Note that the EM algorithm takes many more iterations to reach (approximate)
convergence compared with the K-means algorithm, and that each cycle requires
significantly more computation. It is therefore common to run the K-means algo-
rithm in order to find a suitable initialization for a Gaussian mixture model that is
subsequently adapted using EM. The covariance matrices can conveniently be ini-
tialized to the sample covariances of the clusters found by the K-means algorithm,
and the mixing coefficients can be set to the fractions of data points assigned to the
respective clusters. As with gradient-based approaches for maximizing the log like-
lihood, techniques must be employed to avoid singularities of the likelihood function
in which a Gaussian component collapses onto a particular data point. It should be
emphasized that there will generally be multiple local maxima of the log likelihood
function, and that EM is not guaranteed to find the largest of these maxima. Because
the EM algorithm for Gaussian mixtures plays such an important role, we summarize
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Why ? Leave it as your exercise



• Singularity issues
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How to learn GMMs?

Suppose we use diagonal covariance, when the cluster center is 
close to a data point, it tends to collapse onto the point to increase 
the likelihood

434 9. MIXTURE MODELS AND EM

Figure 9.7 Illustration of how singularities in the
likelihood function arise with mixtures
of Gaussians. This should be com-
pared with the case of a single Gaus-
sian shown in Figure 1.14 for which no
singularities arise.

x

p(x)

points so that µj = xn for some value of n. This data point will then contribute a
term in the likelihood function of the form

N (xn|xn, σ2
j I) =

1
(2 π)1/2

1
σj

. (9.15)

If we consider the limit σj → 0 , then we see that this term goes to infinity and
so the log likelihood function will also go to infinity. Thus the maximization of
the log likelihood function is not a well posed problem because such singularities
will always be present and will occur whenever one of the Gaussian components
‘collapses’ onto a specific data point. Recall that this problem did not arise in the
case of a single Gaussian distribution. To understand the difference, note that if a
single Gaussian collapses onto a data point it will contribute multiplicative factors
to the likelihood function arising from the other data points and these factors will go
to zero exponentially fast, giving an overall likelihood that goes to zero rather than
infinity. However, once we have (at least) two components in the mixture, one of
the components can have a finite variance and therefore assign finite probability to
all of the data points while the other component can shrink onto one specific data
point and thereby contribute an ever increasing additive value to the log likelihood.
This is illustrated in Figure 9.7. These singularities provide another example of the
severe over-fitting that can occur in a maximum likelihood approach. We shall see
that this difficulty does not occur if we adopt a Bayesian approach. For the moment,Section 10.1
however, we simply note that in applying maximum likelihood to Gaussian mixture
models we must take steps to avoid finding such pathological solutions and instead
seek local maxima of the likelihood function that are well behaved. We can hope to
avoid the singularities by using suitable heuristics, for instance by detecting when a
Gaussian component is collapsing and resetting its mean to a randomly chosen value
while also resetting its covariance to some large value, and then continuing with the
optimization.

A further issue in finding maximum likelihood solutions arises from the fact
that for any given maximum likelihood solution, a K-component mixture will have
a total of K! equivalent solutions corresponding to the K! ways of assigning K
sets of parameters to K components. In other words, for any given (nondegenerate)
point in the space of parameter values there will be a further K!−1 additional points
all of which give rise to exactly the same distribution. This problem is known as
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EM algorithm to learn GMM

• Can we jointly estimate the parameters and the
posterior?
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• Can we get rid of the singularity issue?



Let us look at a general case
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Suppose we have a model governed by parameters 
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Observations Latent random variables
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Question: what are      and       for GMMs?
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Like a bridge to improve the parameters!



EM Algorithm

• Choose an initial setting   
• Repeat

Evaluate
Fix ,

• Until                            or reach the maximum # of 
iterations  
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GMM revisited

• Given                              and cluster number K

16

• For each data point n
– Sample the cluster membership      : K x 1 one-hot vector, 

znk=1 means         belongs to cluster k  

– Given      , sample        from the cluster-specific Gaussian
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442 9. MIXTURE MODELS AND EM

Figure 9.9 This shows the same graph as in Figure 9.6 except that
we now suppose that the discrete variables zn are ob-
served, as well as the data variables xn.

xn

zn

N

µ Σ

π

Now consider the problem of maximizing the likelihood for the complete data
set {X,Z}. From (9.10) and (9.11), this likelihood function takes the form

p(X,Z|µ,Σ, π) =
N∏

n=1

K∏

k=1

πznk
k N (xn|µk,Σk)znk (9.35)

where znk denotes the kth component of zn. Taking the logarithm, we obtain

ln p(X,Z|µ,Σ, π) =
N∑

n=1

K∑

k=1

znk {lnπk + lnN (xn|µk,Σk)} . (9.36)

Comparison with the log likelihood function (9.14) for the incomplete data shows
that the summation over k and the logarithm have been interchanged. The loga-
rithm now acts directly on the Gaussian distribution, which itself is a member of
the exponential family. Not surprisingly, this leads to a much simpler solution to
the maximum likelihood problem, as we now show. Consider first the maximization
with respect to the means and covariances. Because zn is a K-dimensional vec-
tor with all elements equal to 0 except for a single element having the value 1 , the
complete-data log likelihood function is simply a sum of K independent contribu-
tions, one for each mixture component. Thus the maximization with respect to a
mean or a covariance is exactly as for a single Gaussian, except that it involves only
the subset of data points that are ‘assigned’ to that component. For the maximization
with respect to the mixing coefficients, we note that these are coupled for different
values of k by virtue of the summation constraint (9.9). Again, this can be enforced
using a Lagrange multiplier as before, and leads to the result

πk =
1
N

N∑

n=1

znk (9.37)

so that the mixing coefficients are equal to the fractions of data points assigned to
the corresponding components.

Thus we see that the complete-data log likelihood function can be maximized
trivially in closed form. In practice, however, we do not have values for the latent
variables so, as discussed earlier, we consider the expectation, with respect to the
posterior distribution of the latent variables, of the complete-data log likelihood.
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we now suppose that the discrete variables zn are ob-
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Now consider the problem of maximizing the likelihood for the complete data
set {X,Z}. From (9.10) and (9.11), this likelihood function takes the form
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ln p(X,Z|µ,Σ, π) =
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Comparison with the log likelihood function (9.14) for the incomplete data shows
that the summation over k and the logarithm have been interchanged. The loga-
rithm now acts directly on the Gaussian distribution, which itself is a member of
the exponential family. Not surprisingly, this leads to a much simpler solution to
the maximum likelihood problem, as we now show. Consider first the maximization
with respect to the means and covariances. Because zn is a K-dimensional vec-
tor with all elements equal to 0 except for a single element having the value 1 , the
complete-data log likelihood function is simply a sum of K independent contribu-
tions, one for each mixture component. Thus the maximization with respect to a
mean or a covariance is exactly as for a single Gaussian, except that it involves only
the subset of data points that are ‘assigned’ to that component. For the maximization
with respect to the mixing coefficients, we note that these are coupled for different
values of k by virtue of the summation constraint (9.9). Again, this can be enforced
using a Lagrange multiplier as before, and leads to the result
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so that the mixing coefficients are equal to the fractions of data points assigned to
the corresponding components.

Thus we see that the complete-data log likelihood function can be maximized
trivially in closed form. In practice, however, we do not have values for the latent
variables so, as discussed earlier, we consider the expectation, with respect to the
posterior distribution of the latent variables, of the complete-data log likelihood.
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EM algorithm for GMM

• M step:
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EM algorithm for GMMs

• E step

• M step
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We do not have any singularity issues!



EM algorithm for GMMs
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9.2. Mixtures of Gaussians 437
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Figure 9.8 Illustration of the EM algorithm using the Old Faithful set as used for the illustration of the K-means
algorithm in Figure 9.1. See the text for details.

and the M step, for reasons that will become apparent shortly. In the expectation
step, or E step, we use the current values for the parameters to evaluate the posterior
probabilities, or responsibilities, given by (9.13). We then use these probabilities in
the maximization step, or M step, to re-estimate the means, covariances, and mix-
ing coefficients using the results (9.17), (9.19), and (9.22). Note that in so doing
we first evaluate the new means using (9.17) and then use these new values to find
the covariances using (9.19), in keeping with the corresponding result for a single
Gaussian distribution. We shall show that each update to the parameters resulting
from an E step followed by an M step is guaranteed to increase the log likelihood
function. In practice, the algorithm is deemed to have converged when the changeSection 9.4
in the log likelihood function, or alternatively in the parameters, falls below some
threshold. We illustrate the EM algorithm for a mixture of two Gaussians applied to
the rescaled Old Faithful data set in Figure 9.8. Here a mixture of two Gaussians
is used, with centres initialized using the same values as for the K-means algorithm
in Figure 9.1, and with precision matrices initialized to be proportional to the unit
matrix. Plot (a) shows the data points in green, together with the initial configura-
tion of the mixture model in which the one standard-deviation contours for the two

1 iter

2 iters 5 iters 20 iters



Practice

• Derive EM algorithm for mixture of Bernoulli 
distributions

• Derive EM algorithm for Bayesian linear regression
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Outline

• Gaussian Mixture Model and EM algorithm
• Global variational Inference
• Local variational inference
• Variational message passing
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Global variational inference

• Consider a general model
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Observations Latent random variables

Put aside the parameters first (either we use full 
Bayesian treatment to absorb     into Z or consider      
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Global variational inference
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Question: how to compute the posterior
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Usually infeasible!!

GMMs, Bayesian linear regression are a few exceptions…

In most cases, you cannot get an analytical result …. 
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e.g.,



Global variational inference
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Question: how to compute the posterior
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Idea: Now that the true posterior is complicated and tricky to 
compute, can we find a simple form of distribution (e.g., Gaussian) 
that approximates the true posterior? In other words, can we 
designate a family of simple distributions, from which we find the 
best member that is closest to the true posterior? 
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Let us use a Gaussian                                          to approximate the true 
posterior
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The problem is how to determine the best 
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Intuitive thoughts

• Suppose we assume the family (form) of 
approximate posterior  
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KL divergence is  
commonly used to 
measure the difference 
between distributions

What is the issue?



Detour: go back to what we have derived
before

28
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Variational Lower Bound

432
433
434
435
436
437
438
439
440
441
442
443
444
445
446
447
448
449
450
451
452
453
454
455
456
457
458
459
460
461
462
463
464
465
466
467
468
469
470
471
472
473
474
475
476
477
478
479
480
481
482
483
484
485

@y

@x
= A>

f(x) = max
�

�x� g(�)

g(�) = max
x

�x� f(x)

X = {x1, . . . ,xN}
zn

[0, 0, 1, ...0]>

k ⇥ 1

xn

p(zn) =
YK

k=1
⇡
znk
k

⇡ = [⇡1, . . . ,⇡K ]>

zn = [zn1, . . . , znK ]>

p(xn|zn) =
YK

k=1
N (xn|µk,⌃k)

znk

{µ1, . . . ,µK}
{⌃1, . . . ,⌃K}
p(z1, . . . , zN |X)

p(xn) =
XK

k=1
⇡kN (xn|µk,⌃k)

p(zn|X) =

✓

z

p(X|✓) =
Z

p(X,Z|✓)dZ

log
�
p(X|✓)

�
= log

� Z
p(X,Z|✓)dZ

�

= log
� Z p(X,Z|✓)

q(Z)
q(Z)dZ

�

�
Z

q(Z) log
�p(X,Z|✓)

q(Z)

�
dZ

log
�
p(X|✓)

�
=

Z
q(Z) log

�p(X,Z|✓)
q(Z)

�
dZ+

Z
q(Z) log

q(Z)

p(Z|X)
dZ

L
�
✓, q(Z)

�

KL
�
q(Z)kp(Z|X,✓)

�

� 0

9

fixed
evidence

540
541
542
543
544
545
546
547
548
549
550
551
552
553
554
555
556
557
558
559
560
561
562
563
564
565
566
567
568
569
570
571
572
573
574
575
576
577
578
579
580
581
582
583
584
585
586
587
588
589
590
591
592
593

q(Z|↵)

↵⇤ = argmin
↵

KL
�
q(Z|↵)kp(Z|X)

�

log
�
p(X)

�
=

Z
q(Z) log{p(X,Z)

q(Z)
}dZ+

Z
q(Z) log{ q(Z)

p(Z|X)
}dZ

L(q)
KL

�
q(Z)||p(Z|X)

�

11

540
541
542
543
544
545
546
547
548
549
550
551
552
553
554
555
556
557
558
559
560
561
562
563
564
565
566
567
568
569
570
571
572
573
574
575
576
577
578
579
580
581
582
583
584
585
586
587
588
589
590
591
592
593

q(Z|↵)

↵⇤ = argmin
↵

KL
�
q(Z|↵)kp(Z|X)

�

log
�
p(X)

�
=

Z
q(Z) log{p(X,Z)

q(Z)
}dZ+

Z
q(Z) log{ q(Z)

p(Z|X)
}dZ

L(q)
KL

�
q(Z)||p(Z|X)

�

11

Key: Maximize the variational lower bound is
equivalent to minimizing the KL divergence!
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Global variational inference

• Given a family S of the approximate posterior ,
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Usually there is a trade-off: The larger the family S, the better the approximation
quality, but the harder the optimization



Each is a free form distribution

Mean-field variational inference

• Assume the approximate posterior is factorized:
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nonoverlapping
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Solve this optimization by alternative updating
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Mean-field variational inference
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Update giving fixed
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Mean-field variational Inference: 
algorithmic framework

• Choose a factorized posterior form
• Repeat
– For each j

• Fixed                      and update

– End for

• Until each         changes little or reach maximum # of 
iterations  
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Figure 10.8 Probabilistic graphical model representing the joint dis-
tribution (10.90) for the Bayesian linear regression
model.

tn

φn

N

w

α

β

posterior distribution given by the factorized expression

q(w, α) = q(w)q(α). (10.91)

We can find re-estimation equations for the factors in this distribution by making use
of the general result (10.9). Recall that for each factor, we take the log of the joint
distribution over all variables and then average with respect to those variables not in
that factor. Consider first the distribution over α. Keeping only terms that have a
functional dependence on α, we have

ln q⋆(α) = ln p(α) + Ew [ln p(w|α)] + const

= (a0 − 1) lnα − b0α +
M

2
lnα − α

2
E[wTw] + const. (10.92)

We recognize this as the log of a gamma distribution, and so identifying the coeffi-
cients of α and lnα we obtain

q⋆(α) = Gam(α|aN , bN ) (10.93)

where

aN = a0 +
M

2
(10.94)

bN = b0 +
1
2

E[wTw]. (10.95)

Similarly, we can find the variational re-estimation equation for the posterior
distribution over w. Again, using the general result (10.9), and keeping only those
terms that have a functional dependence on w, we have

ln q⋆(w) = ln p(t|w) + Eα [ln p(w|α)] + const (10.96)

= −β

2

N∑

n=1

{wTφn − tn}2 − 1
2

E[α]wTw+ const (10.97)

= −1
2
wT

(
E[α]I + βΦTΦ

)
w+ βwTΦTt + const. (10.98)

Because this is a quadratic form, the distribution q⋆(w) is Gaussian, and so we can
complete the square in the usual way to identify the mean and covariance, giving

q⋆(w) = N (w|mN ,SN ) (10.99)
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is satisfied. We can test to see if this relation does hold, for any choice of A and B
by making use of the d-separation criterion.

To illustrate this, consider again the Bayesian mixture of Gaussians represented
by the directed graph in Figure 10.5, in which we are assuming a variational fac-
torization given by (10.42). We can see immediately that the variational posterior
distribution over the parameters must factorize between π and the remaining param-
eters µ and Λ because all paths connecting π to either µ or Λ must pass through
one of the nodes zn all of which are in the conditioning set for our conditional inde-
pendence test and all of which are head-to-tail with respect to such paths.

10.3. Variational Linear Regression

As a second illustration of variational inference, we return to the Bayesian linear
regression model of Section 3.3. In the evidence framework, we approximated the
integration over α and β by making point estimates obtained by maximizing the log
marginal likelihood. A fully Bayesian approach would integrate over the hyperpa-
rameters as well as over the parameters. Although exact integration is intractable,
we can use variational methods to find a tractable approximation. In order to sim-
plify the discussion, we shall suppose that the noise precision parameter β is known,
and is fixed to its true value, although the framework is easily extended to include
the distribution over β. For the linear regression model, the variational treatmentExercise 10.26
will turn out to be equivalent to the evidence framework. Nevertheless, it provides a
good exercise in the use of variational methods and will also lay the foundation for
variational treatment of Bayesian logistic regression in Section 10.6.

Recall that the likelihood function for w , and the prior over w , are given by

p(t|w ) =
N∏

n=1

N (tn|w Tφn, β−1) (10.87)

p(w |α) = N (w |0, α−1I) (10.88)

where φn = φ(xn). We now introduce a prior distribution over α. From our dis-
cussion in Section 2.3.6, we know that the conjugate prior for the precision of a
Gaussian is given by a gamma distribution, and so we choose

p(α) = Gam(α|a0, b0) (10.89)

where Gam(·|·, ·) is defined by (B.26). Thus the joint distribution of all the variables
is given by

p(t, w , α) = p(t|w )p(w |α)p(α). (10.90)

This can be represented as a directed graphical model as shown in Figure 10.8.

10.3.1 Variational distribution
Our first goal is to find an approximation to the posterior distribution p(w , α|t).

To do this, we employ the variational framework of Section 10.1, with a variational
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is satisfied. We can test to see if this relation does hold, for any choice of A and B
by making use of the d-separation criterion.

To illustrate this, consider again the Bayesian mixture of Gaussians represented
by the directed graph in Figure 10.5, in which we are assuming a variational fac-
torization given by (10.42). We can see immediately that the variational posterior
distribution over the parameters must factorize between π and the remaining param-
eters µ and Λ because all paths connecting π to either µ or Λ must pass through
one of the nodes zn all of which are in the conditioning set for our conditional inde-
pendence test and all of which are head-to-tail with respect to such paths.

10.3. Variational Linear Regression

As a second illustration of variational inference, we return to the Bayesian linear
regression model of Section 3.3. In the evidence framework, we approximated the
integration over α and β by making point estimates obtained by maximizing the log
marginal likelihood. A fully Bayesian approach would integrate over the hyperpa-
rameters as well as over the parameters. Although exact integration is intractable,
we can use variational methods to find a tractable approximation. In order to sim-
plify the discussion, we shall suppose that the noise precision parameter β is known,
and is fixed to its true value, although the framework is easily extended to include
the distribution over β. For the linear regression model, the variational treatmentExercise 10.26
will turn out to be equivalent to the evidence framework. Nevertheless, it provides a
good exercise in the use of variational methods and will also lay the foundation for
variational treatment of Bayesian logistic regression in Section 10.6.

Recall that the likelihood function for w , and the prior over w , are given by

p(t|w ) =
N∏

n=1

N (tn|w Tφn, β−1) (10.87)

p(w |α) = N (w |0, α−1I) (10.88)

where φn = φ(xn). We now introduce a prior distribution over α. From our dis-
cussion in Section 2.3.6, we know that the conjugate prior for the precision of a
Gaussian is given by a gamma distribution, and so we choose

p(α) = Gam(α|a0, b0) (10.89)

where Gam(·|·, ·) is defined by (B.26). Thus the joint distribution of all the variables
is given by

p(t, w , α) = p(t|w )p(w |α)p(α). (10.90)

This can be represented as a directed graphical model as shown in Figure 10.8.

10.3.1 Variational distribution
Our first goal is to find an approximation to the posterior distribution p(w , α|t).

To do this, we employ the variational framework of Section 10.1, with a variational
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Obviously, the posterior distribution is intractable, we introduce factorized 
approximation:
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Figure 10.8 Probabilistic graphical model representing the joint dis-
tribution (10.90) for the Bayesian linear regression
model.
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posterior distribution given by the factorized expression

q(w, α) = q(w)q(α). (10.91)

We can find re-estimation equations for the factors in this distribution by making use
of the general result (10.9). Recall that for each factor, we take the log of the joint
distribution over all variables and then average with respect to those variables not in
that factor. Consider first the distribution over α. Keeping only terms that have a
functional dependence on α, we have

ln q⋆(α) = ln p(α) + Ew [ln p(w|α)] + const

= (a0 − 1) lnα − b0α +
M

2
lnα − α

2
E[wTw] + const. (10.92)

We recognize this as the log of a gamma distribution, and so identifying the coeffi-
cients of α and lnα we obtain

q⋆(α) = Gam(α|aN , bN ) (10.93)

where

aN = a0 +
M

2
(10.94)

bN = b0 +
1
2

E[wTw]. (10.95)

Similarly, we can find the variational re-estimation equation for the posterior
distribution over w. Again, using the general result (10.9), and keeping only those
terms that have a functional dependence on w, we have

ln q⋆(w) = ln p(t|w) + Eα [ln p(w|α)] + const (10.96)

= −β

2

N∑

n=1

{wTφn − tn}2 − 1
2

E[α]wTw+ const (10.97)

= −1
2
wT

(
E[α]I + βΦTΦ

)
w+ βwTΦTt + const. (10.98)

Because this is a quadratic form, the distribution q⋆(w) is Gaussian, and so we can
complete the square in the usual way to identify the mean and covariance, giving

q⋆(w) = N (w|mN ,SN ) (10.99)
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Figure 10.8 Probabilistic graphical model representing the joint dis-
tribution (10.90) for the Bayesian linear regression
model.
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posterior distribution given by the factorized expression

q(w, α) = q(w)q(α). (10.91)

We can find re-estimation equations for the factors in this distribution by making use
of the general result (10.9). Recall that for each factor, we take the log of the joint
distribution over all variables and then average with respect to those variables not in
that factor. Consider first the distribution over α. Keeping only terms that have a
functional dependence on α, we have

ln q⋆(α) = ln p(α) + Ew [ln p(w|α)] + const

= (a0 − 1) lnα − b0α +
M

2
lnα − α

2
E[wTw] + const. (10.92)

We recognize this as the log of a gamma distribution, and so identifying the coeffi-
cients of α and lnα we obtain

q⋆(α) = Gam(α|aN , bN ) (10.93)

where

aN = a0 +
M

2
(10.94)

bN = b0 +
1
2

E[wTw]. (10.95)

Similarly, we can find the variational re-estimation equation for the posterior
distribution over w. Again, using the general result (10.9), and keeping only those
terms that have a functional dependence on w, we have

ln q⋆(w) = ln p(t|w) + Eα [ln p(w|α)] + const (10.96)

= −β

2

N∑

n=1

{wTφn − tn}2 − 1
2

E[α]wTw+ const (10.97)

= −1
2
wT

(
E[α]I + βΦTΦ

)
w+ βwTΦTt + const. (10.98)

Because this is a quadratic form, the distribution q⋆(w) is Gaussian, and so we can
complete the square in the usual way to identify the mean and covariance, giving

q⋆(w) = N (w|mN ,SN ) (10.99)
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where

mN = βSNΦTt (10.100)

SN =
(
E[α]I + βΦTΦ

)−1
. (10.101)

Note the close similarity to the posterior distribution (3.52) obtained when α was
treated as a fixed parameter. The difference is that here α is replaced by its expecta-
tion E[α] under the variational distribution. Indeed, we have chosen to use the same
notation for the covariance matrix SN in both cases.

Using the standard results (B.27), (B.38), and (B.39), we can obtain the required
moments as follows

E[α] = aN/bN (10.102)
E[wwT] = mNmT

N + SN . (10.103)

The evaluation of the variational posterior distribution begins by initializing the pa-
rameters of one of the distributions q(w) or q(α), and then alternately re-estimates
these factors in turn until a suitable convergence criterion is satisfied (usually speci-
fied in terms of the lower bound to be discussed shortly).

It is instructive to relate the variational solution to that found using the evidence
framework in Section 3.5. To do this consider the case a0 = b0 = 0, corresponding
to the limit of an infinitely broad prior over α. The mean of the variational posterior
distribution q(α) is then given by

E[α] =
aN

bN
=

M/2
E[wTw]/2

=
M

mT
NmN + Tr(SN )

. (10.104)

Comparison with (9.63) shows that in the case of this particularly simple model,
the variational approach gives precisely the same expression as that obtained by
maximizing the evidence function using EM except that the point estimate for α
is replaced by its expected value. Because the distribution q(w) depends on q(α)
only through the expectation E[α], we see that the two approaches will give identical
results for the case of an infinitely broad prior.

10.3.2 Predictive distribution
The predictive distribution over t, given a new input x, is easily evaluated for

this model using the Gaussian variational posterior for the parameters

p(t|x, t) =
∫

p(t|x,w)p(w|t) dw

≃
∫

p(t|x,w)q(w) dw

=
∫

N (t|wTφ(x), β−1)N (w|mN ,SN ) dw

= N (t|mT
Nφ(x), σ2(x)) (10.105)
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Figure 10.8 Probabilistic graphical model representing the joint dis-
tribution (10.90) for the Bayesian linear regression
model.
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q(w, α) = q(w)q(α). (10.91)

We can find re-estimation equations for the factors in this distribution by making use
of the general result (10.9). Recall that for each factor, we take the log of the joint
distribution over all variables and then average with respect to those variables not in
that factor. Consider first the distribution over α. Keeping only terms that have a
functional dependence on α, we have

ln q⋆(α) = ln p(α) + Ew [ln p(w|α)] + const

= (a0 − 1) lnα − b0α +
M

2
lnα − α

2
E[wTw] + const. (10.92)

We recognize this as the log of a gamma distribution, and so identifying the coeffi-
cients of α and lnα we obtain

q⋆(α) = Gam(α|aN , bN ) (10.93)

where

aN = a0 +
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2
(10.94)

bN = b0 +
1
2

E[wTw]. (10.95)

Similarly, we can find the variational re-estimation equation for the posterior
distribution over w. Again, using the general result (10.9), and keeping only those
terms that have a functional dependence on w, we have
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Because this is a quadratic form, the distribution q⋆(w) is Gaussian, and so we can
complete the square in the usual way to identify the mean and covariance, giving

q⋆(w) = N (w|mN ,SN ) (10.99)
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where

mN = βSNΦTt (10.100)

SN =
(
E[α]I + βΦTΦ

)−1
. (10.101)

Note the close similarity to the posterior distribution (3.52) obtained when α was
treated as a fixed parameter. The difference is that here α is replaced by its expecta-
tion E[α] under the variational distribution. Indeed, we have chosen to use the same
notation for the covariance matrix SN in both cases.

Using the standard results (B.27), (B.38), and (B.39), we can obtain the required
moments as follows

E[α] = aN/bN (10.102)
E[wwT] = mNmT

N + SN . (10.103)

The evaluation of the variational posterior distribution begins by initializing the pa-
rameters of one of the distributions q(w) or q(α), and then alternately re-estimates
these factors in turn until a suitable convergence criterion is satisfied (usually speci-
fied in terms of the lower bound to be discussed shortly).

It is instructive to relate the variational solution to that found using the evidence
framework in Section 3.5. To do this consider the case a0 = b0 = 0, corresponding
to the limit of an infinitely broad prior over α. The mean of the variational posterior
distribution q(α) is then given by

E[α] =
aN

bN
=

M/2
E[wTw]/2

=
M

mT
NmN + Tr(SN )

. (10.104)

Comparison with (9.63) shows that in the case of this particularly simple model,
the variational approach gives precisely the same expression as that obtained by
maximizing the evidence function using EM except that the point estimate for α
is replaced by its expected value. Because the distribution q(w) depends on q(α)
only through the expectation E[α], we see that the two approaches will give identical
results for the case of an infinitely broad prior.

10.3.2 Predictive distribution
The predictive distribution over t, given a new input x, is easily evaluated for

this model using the Gaussian variational posterior for the parameters

p(t|x, t) =
∫

p(t|x,w)p(w|t) dw

≃
∫

p(t|x,w)q(w) dw

=
∫

N (t|wTφ(x), β−1)N (w|mN ,SN ) dw

= N (t|mT
Nφ(x), σ2(x)) (10.105)
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Figure 10.9 Plot of the lower bound L ver-
sus the order M of the polyno-
mial, for a polynomial model, in
which a set of 10 data points is
generated from a polynomial with
M = 3 sampled over the inter-
val (−5, 5) with additive Gaussian
noise of variance 0.09. The value
of the bound gives the log prob-
ability of the model, and we see
that the value of the bound peaks
at M = 3 , corresponding to the
true model from which the data
set was generated.
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10.4. Exponential Family Distributions

In Chapter 2, we discussed the important role played by the exponential family of
distributions and their conjugate priors. For many of the models discussed in this
book, the complete-data likelihood is drawn from the exponential family. However,
in general this will not be the case for the marginal likelihood function for the ob-
served data. For example, in a mixture of Gaussians, the joint distribution of obser-
vations xn and corresponding hidden variables zn is a member of the exponential
family, whereas the marginal distribution of xn is a mixture of Gaussians and hence
is not.

Up to now we have grouped the variables in the model into observed variables
and hidden variables. We now make a further distinction between latent variables,
denoted Z, and parameters, denoted θ, where parameters are intensive (fixed in num-
ber independent of the size of the data set), whereas latent variables are extensive
(scale in number with the size of the data set). For example, in a Gaussian mixture
model, the indicator variables zkn (which specify which component k is responsible
for generating data point xn) represent the latent variables, whereas the means µk,
precisions Λk and mixing proportions πk represent the parameters.

Consider the case of independent identically distributed data. We denote the
data values by X = {xn}, where n = 1 , . . . N , with corresponding latent variables
Z = {zn}. Now suppose that the joint distribution of observed and latent variables
is a member of the exponential family, parameterized by natural parameters η so that

p(X,Z|η) =
N∏

n=1

h(xn, zn)g(η) exp
{
ηTu(xn, zn)

}
. (10.113)

We shall also use a conjugate prior for η, which can be written as

p(η|ν0,v0) = f(ν0, χ0)g(η)ν0 exp
{
νoη

Tχ0

}
. (10.114)

Recall that the conjugate prior distribution can be interpreted as a prior number ν0

of observations all having the value χ0 for the u vector. Now consider a variational

490 10. APPROXIMATE INFERENCE

Figure 10.9 Plot of the lower bound L ver-
sus the order M of the polyno-
mial, for a polynomial model, in
which a set of 10 data points is
generated from a polynomial with
M = 3 sampled over the inter-
val (−5, 5) with additive Gaussian
noise of variance 0.09. The value
of the bound gives the log prob-
ability of the model, and we see
that the value of the bound peaks
at M = 3 , corresponding to the
true model from which the data
set was generated.

1 3 5 7 9

10.4. Exponential Family Distributions

In Chapter 2, we discussed the important role played by the exponential family of
distributions and their conjugate priors. For many of the models discussed in this
book, the complete-data likelihood is drawn from the exponential family. However,
in general this will not be the case for the marginal likelihood function for the ob-
served data. For example, in a mixture of Gaussians, the joint distribution of obser-
vations xn and corresponding hidden variables zn is a member of the exponential
family, whereas the marginal distribution of xn is a mixture of Gaussians and hence
is not.

Up to now we have grouped the variables in the model into observed variables
and hidden variables. We now make a further distinction between latent variables,
denoted Z, and parameters, denoted θ, where parameters are intensive (fixed in num-
ber independent of the size of the data set), whereas latent variables are extensive
(scale in number with the size of the data set). For example, in a Gaussian mixture
model, the indicator variables zkn (which specify which component k is responsible
for generating data point xn) represent the latent variables, whereas the means µk,
precisions Λk and mixing proportions πk represent the parameters.

Consider the case of independent identically distributed data. We denote the
data values by X = {xn}, where n = 1 , . . . N , with corresponding latent variables
Z = {zn}. Now suppose that the joint distribution of observed and latent variables
is a member of the exponential family, parameterized by natural parameters η so that

p(X,Z|η) =
N∏

n=1

h(xn, zn)g(η) exp
{
ηTu(xn, zn)

}
. (10.113)

We shall also use a conjugate prior for η, which can be written as

p(η|ν0,v0) = f(ν0, χ0)g(η)ν0 exp
{
νoη

Tχ0

}
. (10.114)

Recall that the conjugate prior distribution can be interpreted as a prior number ν0

of observations all having the value χ0 for the u vector. Now consider a variationalTask: 

540
541
542
543
544
545
546
547
548
549
550
551
552
553
554
555
556
557
558
559
560
561
562
563
564
565
566
567
568
569
570
571
572
573
574
575
576
577
578
579
580
581
582
583
584
585
586
587
588
589
590
591
592
593

q(Z|↵)

↵⇤ = argmin
↵

KL
�
q(Z|↵)kp(Z|X)

�

log
�
p(X)

�
=

Z
q(Z) log{p(X,Z)

q(Z)
}dZ+

Z
q(Z) log{ q(Z)

p(Z|X)
}dZ

L(q)
KL

�
q(Z)||p(Z|X)

�

max L(q) () min KL
�
q(Z)||p(Z|X)

�

q(Z)

q
⇤(Z) = argmax

q2S
L(q) =

Z
q(Z) log{p(X,Z)

q(Z)
}dZ

Eq log{
p(X,Z)

q(Z)
}

q(Z) =
Y

i

q(Zi)

Z = {Z1,Z2, . . .}
{Zi}

max L(q)

max L(q) =
Z Y

i

q(Zi) log{
p(X,Z)Q

i q(Zi)
}dZ

q(Zj)

{q(Zi)}i 6=j

L
�
q(Zj)

�
=

Z
q(Zj)

Y

i 6=j

q(Zi) log
�
p(X,Z)

�
dZ�

Z
q(Zj) log

�
q(Zj)

�
dZj + const

Eq(Z¬j) log
�
p(X,Z)

�

q(Z¬j) =
Y

i 6=j

q(Zi)

q(Zj) / exp
�
Eq(Z¬j) log

�
p(X,Z)

� 

q(Zj) =
exp

�
Eq(Z¬j) log

�
p(X,Z)

� 
R
exp

�
Eq(Z¬j) log

�
p(X,Z)

� 
dZj

t = [t1, . . . , tN ]>

max L
�
q(w,↵)

�
= Eq log

�
p(t,w,↵)

�

q(↵) / exp{Eq(w) log p(t,w,↵)}

q(w) / exp{Eq(↵) log p(t,w,↵)}
q(↵) = Gam(↵|aN , bN )

aN = a0 +
N

2

bN = b0 +
1

2
E[w>w]

q(w) = N (w|mN ,SN )

p(⌘,Z|X)

11

10.4. Exponential Family Distributions 491

distribution that factorizes between the latent variables and the parameters, so that
q(Z, η) = q(Z)q(η). Using the general result (10.9), we can solve for the two
factors as follows

ln q⋆(Z) = Eη[ln p(X,Z|η)] + const

=
N∑

n=1

{
ln h(xn, zn) + E[ηT]u(xn, zn)

}
+ const. (10.115)

Thus we see that this decomposes into a sum of independent terms, one for each
value of n, and hence the solution for q⋆(Z) will factorize over n so that q⋆(Z) =∏

n q⋆(zn). This is an example of an induced factorization. Taking the exponentialSection 10.2.5
of both sides, we have

q⋆(zn) = h(xn, zn)g (E[η]) exp
{

E[ηT]u(xn, zn)
}

(10.116)

where the normalization coefficient has been re-instated by comparison with the
standard form for the exponential family.

Similarly, for the variational distribution over the parameters, we have

ln q⋆(η) = ln p(η|ν0, χ0) + EZ[ln p(X,Z|η)] + const (10.117)

= ν0 ln g(η) + ηTχ0 +
N∑

n=1

{
ln g(η) + ηTEzn [u(xn, zn)]

}
+ const. (10.118)

Again, taking the exponential of both sides, and re-instating the normalization coef-
ficient by inspection, we have

q⋆(η) = f(νN , χN )g(η)νN exp
{
ηTχN

}
(10.119)

where we have defined

νN = ν0 + N (10.120)

χN = χ0 +
N∑

n=1

Ezn [u(xn, zn)]. (10.121)

Note that the solutions for q⋆(zn) and q⋆(η) are coupled, and so we solve them iter-
atively in a two-stage procedure. In the variational E step, we evaluate the expected
sufficient statistics E[u(xn, zn)] using the current posterior distribution q(zn) over
the latent variables and use this to compute a revised posterior distribution q(η) over
the parameters. Then in the subsequent variational M step, we use this revised pa-
rameter posterior distribution to find the expected natural parameters E[ηT], which
gives rise to a revised variational distribution over the latent variables.

10.4.1 Variational message passing
We have illustrated the application of variational methods by considering a spe-

cific model, the Bayesian mixture of Gaussians, in some detail. This model can be

Assume: 
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• Gaussian Mixture Model and EM algorithm
• Global variational Inference
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Local Variational Inference

• Seeks an bound for a factor function of individual
variables or a subset of variables

40

• Convex conjugate
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• Let us consider the sigmoid function in the likelihood
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Now, instead of fixing λ and varying x, we can consider a particular x and then
adjust λ until the tangent plane is tangent at that particular x. Because the y value
of the tangent line at a particular x is maximized when that value coincides with its
contact point, we have

f(x) = max
λ

{λx − g(λ)} . (10.130)

We see that the functions f(x) and g(λ) play a dual role, and are related through
(10.129) and (10.130).

Let us apply these duality relations to our simple example f(x) = exp(−x).
From (10.129) we see that the maximizing value of x is given by ξ = − ln(−λ), and
back-substituting we obtain the conjugate function g(λ) in the form

g(λ) = λ − λ ln(−λ) (10.131)

as obtained previously. The function λξ− g(λ) is shown, for ξ = 1 in the right-hand
plot in Figure 10.10. As a check, we can substitute (10.131) into (10.130), which
gives the maximizing value of λ = − exp(−x), and back-substituting then recovers
the original function f(x) = exp(−x).

For concave functions, we can follow a similar argument to obtain upper bounds,
in which max’ is replaced with ‘min’, so that

f(x) = min
λ

{λx − g(λ)} (10.132)

g(λ) = min
x

{λx − f(x)} . (10.133)

If the function of interest is not convex (or concave), then we cannot directly
apply the method above to obtain a bound. However, we can first seek invertible
transformations either of the function or of its argument which change it into a con-
vex form. We then calculate the conjugate function and then transform back to the
original variables.

An important example, which arises frequently in pattern recognition, is the
logistic sigmoid function defined by

σ(x) =
1

1 + e−x
. (10.134)

As it stands this function is neither convex nor concave. However, if we take the
logarithm we obtain a function which is concave, as is easily verified by finding the
second derivative. From (10.133) the corresponding conjugate function then takesExercise 10.30
the form

g(λ) = min
x

{λx − f(x)} = −λ ln λ − (1 − λ) ln(1 − λ) (10.135)

which we recognize as the binary entropy function for a variable whose probability
of having the value 1 is λ. Using (10.132), we then obtain an upper bound on the logAppendix B
sigmoid

ln σ(x) ! λx − g(λ) (10.136)

is concavelog(�(x)) = � log(1 + e�x)
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Figure 10.12 The left-hand plot shows the logistic sigmoid function σ(x) defined by (10.134) in red, together
with two examples of the exponential upper bound (10.137) shown in blue. The right-hand plot shows the logistic
sigmoid again in red together with the Gaussian lower bound (10.144) shown in blue. Here the parameter
ξ = 2 .5 , and the bound is exact at x = ξ and x = −ξ, denoted by the dashed green lines.

and taking the exponential, we obtain an upper bound on the logistic sigmoid itself
of the form

σ(x) ! exp(λx − g(λ)) (10.137)

which is plotted for two values of λ on the left-hand plot in Figure 10.12.
We can also obtain a lower bound on the sigmoid having the functional form of

a Gaussian. To do this, we follow Jaakkola and Jordan (2000) and make transforma-
tions both of the input variable and of the function itself. First we take the log of the
logistic function and then decompose it so that

ln σ(x) = − ln(1 + e−x) = − ln
{
e−x/2(ex/2 + e−x/2)

}

= x/2− ln(ex/2 + e−x/2). (10.138)

We now note that the function f(x) = − ln(ex/2 + e−x/2) is a convex function of
the variable x2, as can again be verified by finding the second derivative. This leadsExercise 10.31
to a lower bound on f(x), which is a linear function of x2 whose conjugate function
is given by

g(λ) = max
x2

{
λx2 − f

(√
x2

)}
. (10.139)

The stationarity condition leads to

0 = λ − dx

dx2

d

dx
f(x) = λ +

1
4x

tanh
(x

2

)
. (10.140)

If we denote this value of x, corresponding to the contact point of the tangent line
for this particular value of λ, by ξ, then we have

λ(ξ) = − 1
4ξ

tanh
(

ξ

2

)
= − 1

2ξ

[
σ(ξ) − 1

2

]
. (10.141)
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and taking the exponential, we obtain an upper bound on the logistic sigmoid itself
of the form

σ(x) ! exp(λx − g(λ)) (10.137)

which is plotted for two values of λ on the left-hand plot in Figure 10.12.
We can also obtain a lower bound on the sigmoid having the functional form of

a Gaussian. To do this, we follow Jaakkola and Jordan (2000) and make transforma-
tions both of the input variable and of the function itself. First we take the log of the
logistic function and then decompose it so that

ln σ(x) = − ln(1 + e−x) = − ln
{
e−x/2(ex/2 + e−x/2)

}

= x/2− ln(ex/2 + e−x/2). (10.138)

We now note that the function f(x) = − ln(ex/2 + e−x/2) is a convex function of
the variable x2, as can again be verified by finding the second derivative. This leadsExercise 10.31
to a lower bound on f(x), which is a linear function of x2 whose conjugate function
is given by

g(λ) = max
x2

{
λx2 − f

(√
x2

)}
. (10.139)

The stationarity condition leads to

0 = λ − dx
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d
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If we denote this value of x, corresponding to the contact point of the tangent line
for this particular value of λ, by ξ, then we have
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Instead of thinking of λ as the variational parameter, we can let ξ play this role as
this leads to simpler expressions for the conjugate function, which is then given by

g(λ) = λ(ξ)ξ2 − f(ξ) = λ(ξ)ξ2 + ln(eξ/2 + e−ξ/2). (10.142)

Hence the bound on f(x) can be written as

f(x) ! λx2 − g(λ) = λx2 − λξ2 − ln(eξ/2 + e−ξ/2). (10.143)

The bound on the sigmoid then becomes

σ(x) ! σ(ξ) exp
{
(x − ξ)/2 − λ(ξ)(x2 − ξ2)

}
(10.144)

where λ(ξ) is defined by (10.141). This bound is illustrated in the right-hand plot of
Figure 10.12. We see that the bound has the form of the exponential of a quadratic
function of x, which will prove useful when we seek Gaussian representations of
posterior distributions defined through logistic sigmoid functions.Section 4.5

The logistic sigmoid arises frequently in probabilistic models over binary vari-
ables because it is the function that transforms a log odds ratio into a posterior prob-
ability. The corresponding transformation for a multiclass distribution is given by
the softmax function. Unfortunately, the lower bound derived here for the logisticSection 4.3
sigmoid does not directly extend to the softmax. Gibbs (1997) proposes a method
for constructing a Gaussian distribution that is conjectured to be a bound (although
no rigorous proof is given), which may be used to apply local variational methods to
multiclass problems.

We shall see an example of the use of local variational bounds in Sections 10.6.1.
For the moment, however, it is instructive to consider in general terms how these
bounds can be used. Suppose we wish to evaluate an integral of the form

I =
∫

σ(a)p(a) da (10.145)

where σ(a) is the logistic sigmoid, and p(a) is a Gaussian probability density. Such
integrals arise in Bayesian models when, for instance, we wish to evaluate the pre-
dictive distribution, in which case p(a) represents a posterior parameter distribution.
Because the integral is intractable, we employ the variational bound (10.144), which
we write in the form σ(a) ! f(a, ξ) where ξ is a variational parameter. The inte-
gral now becomes the product of two exponential-quadratic functions and so can be
integrated analytically to give a bound on I

I !
∫

f(a, ξ)p(a) da = F (ξ). (10.146)

We now have the freedom to choose the variational parameter ξ, which we do by
finding the value ξ⋆ that maximizes the function F (ξ). The resulting value F (ξ⋆)
represents the tightest bound within this family of bounds and can be used as an
approximation to I . This optimized bound, however, will in general not be exact.
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and taking the exponential, we obtain an upper bound on the logistic sigmoid itself
of the form

σ(x) ! exp(λx − g(λ)) (10.137)

which is plotted for two values of λ on the left-hand plot in Figure 10.12.
We can also obtain a lower bound on the sigmoid having the functional form of

a Gaussian. To do this, we follow Jaakkola and Jordan (2000) and make transforma-
tions both of the input variable and of the function itself. First we take the log of the
logistic function and then decompose it so that

ln σ(x) = − ln(1 + e−x) = − ln
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We now note that the function f(x) = − ln(ex/2 + e−x/2) is a convex function of
the variable x2, as can again be verified by finding the second derivative. This leadsExercise 10.31
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Figure 10.12 The left-hand plot shows the logistic sigmoid function σ(x) defined by (10.134) in red, together
with two examples of the exponential upper bound (10.137) shown in blue. The right-hand plot shows the logistic
sigmoid again in red together with the Gaussian lower bound (10.144) shown in blue. Here the parameter
ξ = 2 .5 , and the bound is exact at x = ξ and x = −ξ, denoted by the dashed green lines.

and taking the exponential, we obtain an upper bound on the logistic sigmoid itself
of the form

σ(x) ! exp(λx − g(λ)) (10.137)

which is plotted for two values of λ on the left-hand plot in Figure 10.12.
We can also obtain a lower bound on the sigmoid having the functional form of

a Gaussian. To do this, we follow Jaakkola and Jordan (2000) and make transforma-
tions both of the input variable and of the function itself. First we take the log of the
logistic function and then decompose it so that

ln σ(x) = − ln(1 + e−x) = − ln
{
e−x/2(ex/2 + e−x/2)

}

= x/2− ln(ex/2 + e−x/2). (10.138)

We now note that the function f(x) = − ln(ex/2 + e−x/2) is a convex function of
the variable x2, as can again be verified by finding the second derivative. This leadsExercise 10.31
to a lower bound on f(x), which is a linear function of x2 whose conjugate function
is given by

g(λ) = max
x2

{
λx2 − f

(√
x2

)}
. (10.139)

The stationarity condition leads to

0 = λ − dx

dx2

d

dx
f(x) = λ +

1
4x

tanh
(x

2

)
. (10.140)

If we denote this value of x, corresponding to the contact point of the tangent line
for this particular value of λ, by ξ, then we have

λ(ξ) = − 1
4ξ

tanh
(

ξ

2

)
= − 1

2ξ

[
σ(ξ) − 1

2

]
. (10.141)
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Although the bound σ(a) ! f(a, ξ) on the logistic sigmoid can be optimized exactly,
the required choice for ξ depends on the value of a, so that the bound is exact for one
value of a only. Because the quantity F (ξ) is obtained by integrating over all values
of a, the value of ξ⋆ represents a compromise, weighted by the distribution p(a).

10.6. Variational Logistic Regression

We now illustrate the use of local variational methods by returning to the Bayesian
logistic regression model studied in Section 4.5. There we focussed on the use of
the Laplace approximation, while here we consider a variational treatment based on
the approach of Jaakkola and Jordan (2000). Like the Laplace method, this also
leads to a Gaussian approximation to the posterior distribution. However, the greater
flexibility of the variational approximation leads to improved accuracy compared
to the Laplace method. Furthermore (unlike the Laplace method), the variational
approach is optimizing a well defined objective function given by a rigourous bound
on the model evidence. Logistic regression has also been treated by Dybowski and
Roberts (2005) from a Bayesian perspective using Monte Carlo sampling techniques.

10.6.1 Variational posterior distribution
Here we shall make use of a variational approximation based on the local bounds

introduced in Section 10.5. This allows the likelihood function for logistic regres-
sion, which is governed by the logistic sigmoid, to be approximated by the expo-
nential of a quadratic form. It is therefore again convenient to choose a conjugate
Gaussian prior of the form (4.140). For the moment, we shall treat the hyperparam-
eters m0 and S0 as fixed constants. In Section 10.6.3, we shall demonstrate how the
variational formalism can be extended to the case where there are unknown hyper-
parameters whose values are to be inferred from the data.

In the variational framework, we seek to maximize a lower bound on the marginal
likelihood. For the Bayesian logistic regression model, the marginal likelihood takes
the form

p(t) =
∫

p(t|w)p(w) dw=
∫ [

N∏

n=1

p(tn|w)

]
p(w) dw. (10.147)

We first note that the conditional distribution for t can be written as

p(t|w) = σ(a)t {1 − σ(a)}1−t

=
(

1
1 + e−a

)t (
1 − 1

1 + e−a

)1−t

= eat e−a

1 + e−a
= eatσ(−a) (10.148)

where a = wTφ. In order to obtain a lower bound on p(t), we make use of the
variational lower bound on the logistic sigmoid function given by (10.144), which
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we reproduce here for convenience

σ(z) ! σ(ξ) exp
{
(z − ξ)/2 − λ(ξ)(z2 − ξ2)

}
(10.149)

where

λ(ξ) =
1
2ξ

[
σ(ξ) − 1

2

]
. (10.150)

We can therefore write

p(t|w) = eatσ(−a) ! eatσ(ξ) exp
{
−(a + ξ)/2 − λ(ξ)(a2 − ξ2)

}
. (10.151)

Note that because this bound is applied to each of the terms in the likelihood function
separately, there is a variational parameter ξn corresponding to each training set
observation (φn, tn). Using a = wTφ, and multiplying by the prior distribution, we
obtain the following bound on the joint distribution of t and w

p(t,w) = p(t|w)p(w) ! h(w, ξ)p(w) (10.152)

where ξ denotes the set {ξn} of variational parameters, and

h(w, ξ) =
N∏

n=1

σ(ξn) exp
{
wTφntn − (wTφn + ξn)/2

− λ(ξn)([wTφn]2 − ξ2
n)

}
. (10.153)

Evaluation of the exact posterior distribution would require normalization of the left-
hand side of this inequality. Because this is intractable, we work instead with the
right-hand side. Note that the function on the right-hand side cannot be interpreted
as a probability density because it is not normalized. Once it is normalized to give a
variational posterior distribution q(w), however, it no longer represents a bound.

Because the logarithm function is monotonically increasing, the inequality A !
B implies ln A ! lnB. This gives a lower bound on the log of the joint distribution
of t and wof the form

ln {p(t|w)p(w)} ! ln p(w) +
N∑

n=1

{
lnσ(ξn) + wTφntn

− (wTφn + ξn)/2 − λ(ξn)([wTφn]2 − ξ2
n)

}
. (10.154)

Substituting for the prior p(w), the right-hand side of this inequality becomes, as a
function of w

−1
2
(w− m0)TS−1

0 (w− m0)

+
N∑

n=1

{
wTφn(tn − 1/2) − λ(ξn)wT(φnφT

n)w
}

+ const. (10.155)
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we reproduce here for convenience

σ(z) ! σ(ξ) exp
{
(z − ξ)/2 − λ(ξ)(z2 − ξ2)

}
(10.149)

where

λ(ξ) =
1
2ξ

[
σ(ξ) − 1

2

]
. (10.150)

We can therefore write

p(t|w) = eatσ(−a) ! eatσ(ξ) exp
{
−(a + ξ)/2 − λ(ξ)(a2 − ξ2)

}
. (10.151)

Note that because this bound is applied to each of the terms in the likelihood function
separately, there is a variational parameter ξn corresponding to each training set
observation (φn, tn). Using a = wTφ, and multiplying by the prior distribution, we
obtain the following bound on the joint distribution of t and w

p(t,w) = p(t|w)p(w) ! h(w, ξ)p(w) (10.152)

where ξ denotes the set {ξn} of variational parameters, and

h(w, ξ) =
N∏

n=1

σ(ξn) exp
{
wTφntn − (wTφn + ξn)/2

− λ(ξn)([wTφn]2 − ξ2
n)

}
. (10.153)

Evaluation of the exact posterior distribution would require normalization of the left-
hand side of this inequality. Because this is intractable, we work instead with the
right-hand side. Note that the function on the right-hand side cannot be interpreted
as a probability density because it is not normalized. Once it is normalized to give a
variational posterior distribution q(w), however, it no longer represents a bound.

Because the logarithm function is monotonically increasing, the inequality A !
B implies ln A ! lnB. This gives a lower bound on the log of the joint distribution
of t and wof the form

ln {p(t|w)p(w)} ! ln p(w) +
N∑

n=1

{
lnσ(ξn) + wTφntn

− (wTφn + ξn)/2 − λ(ξn)([wTφn]2 − ξ2
n)

}
. (10.154)

Substituting for the prior p(w), the right-hand side of this inequality becomes, as a
function of w

−1
2
(w− m0)TS−1

0 (w− m0)

+
N∑

n=1

{
wTφn(tn − 1/2) − λ(ξn)wT(φnφT

n)w
}

+ const. (10.155)

10.6. Variational Logistic Regression 499

we reproduce here for convenience

σ(z) ! σ(ξ) exp
{
(z − ξ)/2 − λ(ξ)(z2 − ξ2)

}
(10.149)

where

λ(ξ) =
1
2ξ

[
σ(ξ) − 1

2

]
. (10.150)

We can therefore write

p(t|w) = eatσ(−a) ! eatσ(ξ) exp
{
−(a + ξ)/2 − λ(ξ)(a2 − ξ2)

}
. (10.151)

Note that because this bound is applied to each of the terms in the likelihood function
separately, there is a variational parameter ξn corresponding to each training set
observation (φn, tn). Using a = wTφ, and multiplying by the prior distribution, we
obtain the following bound on the joint distribution of t and w

p(t,w) = p(t|w)p(w) ! h(w, ξ)p(w) (10.152)

where ξ denotes the set {ξn} of variational parameters, and

h(w, ξ) =
N∏

n=1

σ(ξn) exp
{
wTφntn − (wTφn + ξn)/2

− λ(ξn)([wTφn]2 − ξ2
n)

}
. (10.153)

Evaluation of the exact posterior distribution would require normalization of the left-
hand side of this inequality. Because this is intractable, we work instead with the
right-hand side. Note that the function on the right-hand side cannot be interpreted
as a probability density because it is not normalized. Once it is normalized to give a
variational posterior distribution q(w), however, it no longer represents a bound.

Because the logarithm function is monotonically increasing, the inequality A !
B implies ln A ! lnB. This gives a lower bound on the log of the joint distribution
of t and wof the form

ln {p(t|w)p(w)} ! ln p(w) +
N∑

n=1

{
lnσ(ξn) + wTφntn

− (wTφn + ξn)/2 − λ(ξn)([wTφn]2 − ξ2
n)

}
. (10.154)

Substituting for the prior p(w), the right-hand side of this inequality becomes, as a
function of w

−1
2
(w− m0)TS−1

0 (w− m0)

+
N∑

n=1

{
wTφn(tn − 1/2) − λ(ξn)wT(φnφT

n)w
}

+ const. (10.155)

10.6. Variational Logistic Regression 499

we reproduce here for convenience

σ(z) ! σ(ξ) exp
{
(z − ξ)/2 − λ(ξ)(z2 − ξ2)

}
(10.149)

where

λ(ξ) =
1
2ξ

[
σ(ξ) − 1

2

]
. (10.150)

We can therefore write

p(t|w) = eatσ(−a) ! eatσ(ξ) exp
{
−(a + ξ)/2 − λ(ξ)(a2 − ξ2)

}
. (10.151)

Note that because this bound is applied to each of the terms in the likelihood function
separately, there is a variational parameter ξn corresponding to each training set
observation (φn, tn). Using a = wTφ, and multiplying by the prior distribution, we
obtain the following bound on the joint distribution of t and w

p(t,w) = p(t|w)p(w) ! h(w, ξ)p(w) (10.152)

where ξ denotes the set {ξn} of variational parameters, and

h(w, ξ) =
N∏

n=1

σ(ξn) exp
{
wTφntn − (wTφn + ξn)/2

− λ(ξn)([wTφn]2 − ξ2
n)

}
. (10.153)

Evaluation of the exact posterior distribution would require normalization of the left-
hand side of this inequality. Because this is intractable, we work instead with the
right-hand side. Note that the function on the right-hand side cannot be interpreted
as a probability density because it is not normalized. Once it is normalized to give a
variational posterior distribution q(w), however, it no longer represents a bound.

Because the logarithm function is monotonically increasing, the inequality A !
B implies ln A ! lnB. This gives a lower bound on the log of the joint distribution
of t and wof the form

ln {p(t|w)p(w)} ! ln p(w) +
N∑

n=1

{
lnσ(ξn) + wTφntn

− (wTφn + ξn)/2 − λ(ξn)([wTφn]2 − ξ2
n)

}
. (10.154)

Substituting for the prior p(w), the right-hand side of this inequality becomes, as a
function of w

−1
2
(w− m0)TS−1

0 (w− m0)

+
N∑

n=1

{
wTφn(tn − 1/2) − λ(ξn)wT(φnφT

n)w
}

+ const. (10.155)



• Consider approximate posterior 

51

Variational logistic regression

594
595
596
597
598
599
600
601
602
603
604
605
606
607
608
609
610
611
612
613
614
615
616
617
618
619
620
621
622
623
624
625
626
627
628
629
630
631
632
633
634
635
636
637
638
639
640
641
642
643
644
645
646
647

log(p(X,✓)) = log
�
p(✓)

�
+
X

n

log(p(xn|✓))

f(✓) � �>✓ � g(�)

f(x) = f(|x|) = f(
p
x2)

�(x) � �(⇠) exp
�
(x� ⇠)/2 + �(⇠)(x2 � ⇠

2)
 

log
�
�(x)

�
= x/2 + f(x)

y(x+ dx) = y(x) +Adx+ (high order terms)

@y

@x
= A

A>

t = [t1, . . . , tN ]>

each tn 2 {0, 1}
� = [�1, . . . ,�N ]>

�

q(w)

12

594
595
596
597
598
599
600
601
602
603
604
605
606
607
608
609
610
611
612
613
614
615
616
617
618
619
620
621
622
623
624
625
626
627
628
629
630
631
632
633
634
635
636
637
638
639
640
641
642
643
644
645
646
647

log(p(X,✓)) = log
�
p(✓)

�
+
X

n

log(p(xn|✓))

f(✓) � �>✓ � g(�)

f(x) = f(|x|) = f(
p
x2)

�(x) � �(⇠) exp
�
(x� ⇠)/2 + �(⇠)(x2 � ⇠

2)
 

log
�
�(x)

�
= x/2 + f(x)

y(x+ dx) = y(x) +Adx+ (high order terms)

@y

@x
= A

A>

t = [t1, . . . , tN ]>

each tn 2 {0, 1}
� = [�1, . . . ,�N ]>

�

q(w)

max Eq(w) log{
p(t,w)

q(w)
}

min KL
�
q(w)kp(w|t)

�

12

594
595
596
597
598
599
600
601
602
603
604
605
606
607
608
609
610
611
612
613
614
615
616
617
618
619
620
621
622
623
624
625
626
627
628
629
630
631
632
633
634
635
636
637
638
639
640
641
642
643
644
645
646
647

log(p(X,✓)) = log
�
p(✓)

�
+
X

n

log(p(xn|✓))

f(✓) � �>✓ � g(�)

f(x) = f(|x|) = f(
p
x2)

�(x) � �(⇠) exp
�
(x� ⇠)/2 + �(⇠)(x2 � ⇠

2)
 

log
�
�(x)

�
= x/2 + f(x)

y(x+ dx) = y(x) +Adx+ (high order terms)

@y

@x
= A

A>

t = [t1, . . . , tN ]>

each tn 2 {0, 1}
� = [�1, . . . ,�N ]>

�

q(w)

max Eq(w) log{
p(t,w)

q(w)
}

min KL
�
q(w)kp(w|t)

�

12

Infeasible! Also, if you directly optimize w.r.t a free 
from, you obtain the true posterior

Solution: We maximize its variational lower bound!
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Why called ``variational LB’’?
It’s possible to 
take equality
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The same as Mean-Field

10.6. Variational Logistic Regression 499

we reproduce here for convenience

σ(z) ! σ(ξ) exp
{
(z − ξ)/2 − λ(ξ)(z2 − ξ2)

}
(10.149)

where

λ(ξ) =
1
2ξ

[
σ(ξ) − 1

2

]
. (10.150)

We can therefore write

p(t|w) = eatσ(−a) ! eatσ(ξ) exp
{
−(a + ξ)/2 − λ(ξ)(a2 − ξ2)

}
. (10.151)

Note that because this bound is applied to each of the terms in the likelihood function
separately, there is a variational parameter ξn corresponding to each training set
observation (φn, tn). Using a = wTφ, and multiplying by the prior distribution, we
obtain the following bound on the joint distribution of t and w

p(t,w) = p(t|w)p(w) ! h(w, ξ)p(w) (10.152)

where ξ denotes the set {ξn} of variational parameters, and

h(w, ξ) =
N∏

n=1

σ(ξn) exp
{
wTφntn − (wTφn + ξn)/2

− λ(ξn)([wTφn]2 − ξ2
n)

}
. (10.153)

Evaluation of the exact posterior distribution would require normalization of the left-
hand side of this inequality. Because this is intractable, we work instead with the
right-hand side. Note that the function on the right-hand side cannot be interpreted
as a probability density because it is not normalized. Once it is normalized to give a
variational posterior distribution q(w), however, it no longer represents a bound.

Because the logarithm function is monotonically increasing, the inequality A !
B implies ln A ! lnB. This gives a lower bound on the log of the joint distribution
of t and wof the form

ln {p(t|w)p(w)} ! ln p(w) +
N∑

n=1

{
lnσ(ξn) + wTφntn

− (wTφn + ξn)/2 − λ(ξn)([wTφn]2 − ξ2
n)

}
. (10.154)

Substituting for the prior p(w), the right-hand side of this inequality becomes, as a
function of w

−1
2
(w− m0)TS−1

0 (w− m0)

+
N∑

n=1

{
wTφn(tn − 1/2) − λ(ξn)wT(φnφT

n)w
}

+ const. (10.155)

594
595
596
597
598
599
600
601
602
603
604
605
606
607
608
609
610
611
612
613
614
615
616
617
618
619
620
621
622
623
624
625
626
627
628
629
630
631
632
633
634
635
636
637
638
639
640
641
642
643
644
645
646
647

log(p(X,✓)) = log
�
p(✓)

�
+
X

n

log(p(xn|✓))

f(✓) � �>✓ � g(�)

f(x) = f(|x|) = f(
p
x2)

�(x) � �(⇠) exp
�
(x� ⇠)/2 + �(⇠)(x2 � ⇠

2)
 

log
�
�(x)

�
= x/2 + f(x)

y(x+ dx) = y(x) +Adx+ (high order terms)

@y

@x
= A

A>

t = [t1, . . . , tN ]>

each tn 2 {0, 1}
� = [�1, . . . ,�N ]>

�

q(w)

max Eq(w) log{
p(t,w)

q(w)
}

min KL
�
q(w)kp(w|t)

�

max Eq(w) log{
p(t,w)

q(w)
}

max Eq(w) log{
p(w)h(w, ⇠)

q(w)
}

q(w) / exp(log{p(w)h(w, ⇠)})
p(w) = N (w|m0,S0)

12

500 10. APPROXIMATE INFERENCE

This is a quadratic function of w, and so we can obtain the corresponding variational
approximation to the posterior distribution by identifying the linear and quadratic
terms in w, giving a Gaussian variational posterior of the form

q(w) = N (w|mN ,SN ) (10.156)

where

mN = SN

(
S−1

0 m0 +
N∑

n=1

(tn − 1/2)φn

)
(10.157)

S−1
N = S−1

0 + 2
N∑

n=1

λ(ξn)φnφT
n . (10.158)

As with the Laplace framework, we have again obtained a Gaussian approximation
to the posterior distribution. However, the additional flexibility provided by the vari-
ational parameters {ξn} leads to improved accuracy in the approximation (Jaakkola
and Jordan, 2000).

Here we have considered a batch learning context in which all of the training
data is available at once. However, Bayesian methods are intrinsically well suited
to sequential learning in which the data points are processed one at a time and then
discarded. The formulation of this variational approach for the sequential case is
straightforward.Exercise 10.32

Note that the bound given by (10.149) applies only to the two-class problem and
so this approach does not directly generalize to classification problems with K > 2
classes. An alternative bound for the multiclass case has been explored by Gibbs
(1997).

10.6.2 Optimizing the variational parameters
We now have a normalized Gaussian approximation to the posterior distribution,

which we shall use shortly to evaluate the predictive distribution for new data points.
First, however, we need to determine the variational parameters {ξn} by maximizing
the lower bound on the marginal likelihood.

To do this, we substitute the inequality (10.152) back into the marginal likeli-
hood to give

ln p(t) = ln
∫

p(t|w)p(w) dw! ln
∫

h(w, ξ)p(w) dw= L(ξ). (10.159)

As with the optimization of the hyperparameter α in the linear regression model of
Section 3.5, there are two approaches to determining the ξn. In the first approach, we
recognize that the function L(ξ) is defined by an integration over w and so we can
view w as a latent variable and invoke the EM algorithm. In the second approach,
we integrate over wanalytically and then perform a direct maximization over ξ. Let
us begin by considering the EM approach.

The EM algorithm starts by choosing some initial values for the parameters
{ξn}, which we denote collectively by ξold. In the E step of the EM algorithm,
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This is a quadratic function of w, and so we can obtain the corresponding variational
approximation to the posterior distribution by identifying the linear and quadratic
terms in w, giving a Gaussian variational posterior of the form

q(w) = N (w|mN ,SN ) (10.156)
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mN = SN

(
S−1

0 m0 +
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(tn − 1/2)φn

)
(10.157)

S−1
N = S−1

0 + 2
N∑

n=1

λ(ξn)φnφT
n . (10.158)

As with the Laplace framework, we have again obtained a Gaussian approximation
to the posterior distribution. However, the additional flexibility provided by the vari-
ational parameters {ξn} leads to improved accuracy in the approximation (Jaakkola
and Jordan, 2000).

Here we have considered a batch learning context in which all of the training
data is available at once. However, Bayesian methods are intrinsically well suited
to sequential learning in which the data points are processed one at a time and then
discarded. The formulation of this variational approach for the sequential case is
straightforward.Exercise 10.32
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Complete squares



Are we done?

• No, we haven’t identified the variational parameters
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we then use these parameter values to find the posterior distribution over w, which
is given by (10.156). In the M step, we then maximize the expected complete-data
log likelihood which is given by

Q(ξ, ξold) = E [lnh(w, ξ)p(w)] (10.160)

where the expectation is taken with respect to the posterior distribution q(w) evalu-
ated using ξold. Noting that p(w) does not depend on ξ, and substituting for h(w, ξ)
we obtain

Q(ξ, ξold) =
N∑

n=1

{
ln σ(ξn) − ξn/2 − λ(ξn)(φT

nE[wwT]φn − ξ2
n)

}
+ const

(10.161)
where ‘const’ denotes terms that are independent of ξ. We now set the derivative with
respect to ξn equal to zero. A few lines of algebra, making use of the definitions of
σ(ξ) and λ(ξ), then gives

0 = λ′(ξn)(φT
nE[wwT]φn − ξ2

n). (10.162)

We now note that λ′(ξ) is a monotonic function of ξ for ξ ! 0, and that we can
restrict attention to nonnegative values of ξ without loss of generality due to the
symmetry of the bound around ξ = 0. Thus λ′(ξ) ̸= 0, and hence we obtain the
following re-estimation equationsExercise 10.33

(ξnew
n )2 = φT

nE[wwT]φn = φT
n

(
SN + mNmT

N

)
φn (10.163)

where we have used (10.156).
Let us summarize the EM algorithm for finding the variational posterior distri-

bution. We first initialize the variational parameters ξold. In the E step, we evaluate
the posterior distribution over w given by (10.156), in which the mean and covari-
ance are defined by (10.157) and (10.158). In the M step, we then use this variational
posterior to compute a new value for ξ given by (10.163). The E and M steps are
repeated until a suitable convergence criterion is satisfied, which in practice typically
requires only a few iterations.

An alternative approach to obtaining re-estimation equations for ξ is to note
that in the integral over w in the definition (10.159) of the lower bound L(ξ), the
integrand has a Gaussian-like form and so the integral can be evaluated analytically.
Having evaluated the integral, we can then differentiate with respect to ξn. It turns
out that this gives rise to exactly the same re-estimation equations as does the EM
approach given by (10.163).Exercise 10.34

As we have emphasized already, in the application of variational methods it is
useful to be able to evaluate the lower bound L(ξ) given by (10.159). The integration
over w can be performed analytically by noting that p(w) is Gaussian and h(w, ξ)
is the exponential of a quadratic function of w. Thus, by completing the square
and making use of the standard result for the normalization coefficient of a Gaussian
distribution, we can obtain a closed form solution which takes the formExercise 10.35
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• We conduct an EM procedure
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E step: update

M step: update
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Alternatively maximize the variational lower bond 



Why is it called variational bound

• The variational bound is variational transformation, it 
means, if you do NOT restrict the range of the 
variational parameters, they always have settings 
that reach equality
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In practice, we often restrict the family/range of the variational 
parameters to gain the computational easiness



Variational EM algorithm

• In general, if we also need to estimate hyper-
parameters.
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Variational Message Passing

• Consider a Bayesian network
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described by the directed graph shown in Figure 10.5. Here we consider more gen-
erally the use of variational methods for models described by directed graphs and
derive a number of widely applicable results.

The joint distribution corresponding to a directed graph can be written using the
decomposition

p(x) =
∏

i

p(xi|pai) (10.122)

where xi denotes the variable(s) associated with node i, and pai denotes the parent
set corresponding to node i. Note that xi may be a latent variable or it may belong
to the set of observed variables. Now consider a variational approximation in which
the distribution q(x) is assumed to factorize with respect to the xi so that

q(x) =
∏

i

qi(xi). (10.123)

Note that for observed nodes, there is no factor q(xi) in the variational distribution.
We now substitute (10.122) into our general result (10.9) to give

ln q⋆
j (xj) = Ei ̸=j

[
∑

i

ln p(xi|pai)

]
+ const. (10.124)

Any terms on the right-hand side that do not depend on xj can be absorbed into
the additive constant. In fact, the only terms that do depend on xj are the con-
ditional distribution for xj given by p(xj |paj) together with any other conditional
distributions that have xj in the conditioning set. By definition, these conditional
distributions correspond to the children of node j, and they therefore also depend on
the co-parents of the child nodes, i.e., the other parents of the child nodes besides
node xj itself. We see that the set of all nodes on which q⋆(xj) depends corresponds
to the Markov blanket of node xj , as illustrated in Figure 8.26. Thus the update
of the factors in the variational posterior distribution represents a local calculation
on the graph. This makes possible the construction of general purpose software for
variational inference in which the form of the model does not need to be specified in
advance (Bishop et al., 2003).

If we now specialize to the case of a model in which all of the conditional dis-
tributions have a conjugate-exponential structure, then the variational update proce-
dure can be cast in terms of a local message passing algorithm (Winn and Bishop,
2005). In particular, the distribution associated with a particular node can be updated
once that node has received messages from all of its parents and all of its children.
This in turn requires that the children have already received messages from their co-
parents. The evaluation of the lower bound can also be simplified because many of
the required quantities are already evaluated as part of the message passing scheme.
This distributed message passing formulation has good scaling properties and is well
suited to large networks.
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Markov blanket
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Variational Message Passing

• Given a graphical model, the mean-field variational 
update only requires a local computation on the 
graph



What you need to know

• What is EM algorithm
• Log(Evidence) = Variational Lower Bound + KL
• What is EM algorithm
• Global variational inference, mean-field
• General update in exponential family
• Local variational inference, convex conjugate
• Variational message passing
• Being able to derive and implement variational 

inference
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